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1. Introduction

1.1. Background

The inspiration for the algorithms discussed in this chapter is the behavior of ants.
Studies on ants (Adler et al. [1], Gordon [4]) suggest that the strategies that ants use in
foraging for food in unknown terrains tend to be very efficient. It is believed that ants
build a network of information with nodes represented by points of encounter between
ants and the information is either passed between ants at a node or via pheromone traces
that are left on the ground. In our, clearly over-simplified, model we assume that the
information network is a graph and the role of a pheromone is taken by labels at each
node, labels that our search agents or “ants” can read and modify.

In particular, we consider a problem of continuously patrolling a network by a
group of simple, identical, memoryless a(ge)nts. The network is represented by a
strongly connected graph G(V,E). Each ant can write a label at the node at which
it is positioned and is able to read the labels of the neighboring nodes directly connected
with its present location.

Graph exploration has been a subject of interest since ancient times. The ancient
Greek myth about Theseus finding his way out of a labyrinth with help of Ariadne’s
thread is, probably, the first description of systematic backtracking in graph exploration.

In his paper Tarry [9] gave a linear algorithm for graph exploration which was
extended by Tarjan [8] to the algorithm that is now commonly called Depth First Search
(DFS). In Tarry’s algorithm a DFS agent labels the nodes that were already visited and,
when it enters such a node again, it backtracks from the node using a concept of an
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Ariadne-style “thread” it deployed. While exploring, the thread is unfolded; it is folded
during the backtracking. In this way the algorithm is guaranteed to visit all vertices of the
graph in 2|E| time and return to the origin. Now consider a situation when there exists
some faulty edge in the graph; this edge was visible during the exploration but, when
an agent tries to backtrack through it, the edge fails. Hence, during the backtracking
process “Ariadne’s thread” is cut, and the DFS agent is lost. In addition to not being a
robust algorithm, DFS is not really suited for a distributed scenario with several agents
required to cooperate indirectly through the labels they leave at the graph’s vertices.

The algorithm we present in this chapter, called Vertex-Ant-Walk (VAW), traverses
all vertices of the graph G(V,E) in |V |Diam(G) time. Furthermore, we can provide the
agent with a halting condition so that it knows when the graph is covered. While it is
possible that by the time all vertices are visited once, some vertices were visited up to
Diam(G) times, the agent learns the topology of the graph and, as we shall prove later,
by time |V |(Diam(G)+2m) each node is visited at least m times. We show that VAW is
a self-stabilizing algorithm: if the network changes as result of edge failures or adding
new nodes or edges, the information network built by the agent gradually adapts to the
modified graph. We also prove that if our network has a stable backbone – a strongly
connected sub-graph G′(V ,E′) with failure-free edges – the agent is guaranteed to visit
all vertices of the graph in time |V |Diam(G′). It is not difficult to see that in the absence
of a stable backbone, an adaptive adversary can cause any algorithm to fail to cover a
graph by dropping or adding edges while preserving the strong connectivity of the graph
at all times.

We also design a memory efficient version of VAW that uses O(1) memory for
storing the labels per node. This memory reduction is, however, achieved at the cost of
robustness to failures and self-stabilization.

One important property of VAW is its extensibility: new agents can be added on the
fly and they will start to cooperate with the already working agents through the labels
left in the vertices. Nevertheless, there are extreme cases when there is no speed-up
from adding new agents; for instance, if the graph is a “caterpillar” (as in figure 2),
experiments show that when the number of agents is small relative to the size of the
graph, the practical speed-up is almost linear.

1.2. Related work

The VAW algorithm, as a parallel multi-agent algorithm for graph exploration, was
defined by Wagner et al. [11] and has as its precursor the LRTA∗ algorithm of Korf [7].
It was proved by Wagner et al. [11] that in the case of a simple undirected graph G(V,E)

all vertices of a graph are visited in time not exceeding |V |diam(G). Koenig et al. [6]
show that in a strongly-connected directed graph the cover time by LRTA∗ is bounded
from above by 2|V |diam(G) for any number of agents.

Wagner et al. [12] discuss the behavior of an algorithm similar to that discussed in
this chapter, in the case of a network represented by an undirected graph, for different
kinds of network failures.
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Yanovski et al. [13] describe a different algorithm for patrolling a network repre-
sented by an undirected graph G(V,E) that bears close similarities with VAW. This
algorithm is based on labeling edges, hence it is called the Edge-Ant-Walk (EAW).
An EAW agent always exits from a node through the edge traversed longest ago. It is
shown in [13] that EAW traverses a graph in |E|Diam(G) time, and that for any number
of EAW agents the ratio between the times different edges were traversed asymptotically
approaches 1.

2. The Vertex-Ant-Walk algorithm

2.1. The algorithm and its basic properties

The Vertex-Ant-Walk (VAW) is formally defined by the rule of motion given in the
box below. The directed graph G(V,E), the VAW agent’s environment, is assumed to
be a strongly connected graph.

Initialization: for all v ∈ V set σ (v) = 0

Rule Vertex-Ant-Walk
(1) v := u’s neighbor with minimal value of σ (.)

(in case of a tie make an arbitrary decision);
(2) σ (u) := max(σ (v) + 1, σ (u));
(3) u := v

(4) Go to line (1)
end Vertex-Ant-Walk.

The analysis of the algorithm will use the following definitions:

Definition 1. At any moment t the total label level of the graph, denoted by σ (G), is
defined as

σt(G) =
∑

v∈V
σt(v).

The subscript t stands here and everywhere below for the step number, starting at 1,
σt(v) stands for value of σ (v) immediately after step t .

Definition 2. The label σ (v) of the vertex v is called admissible if every path from v to
some yet unvisited vertex has length at least σ (v).

Let us define a potential function

Pt(G) =
∑

v∈V, v �=vt

σt(v). (1)

We will use the simpler notation P(G) when time t is clear from the context.
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Lemma 1 (Accumulation lemma). After any step of the agent, Pt(G) grows by at
least 1.

Proof. The change of the potential is:

Pt+1(G) − Pt(G) = σt+1(vt ) − σt(vt+1)= max
(
σt(vt+1) + 1, σt (vt )

) − σt(vt+1)

� σt(vt+1) + 1 − σt(vt+1) = 1. �

Since P(G) � σ (G) we have the following corollary 1. The idea of using a
potential function in order to prove this corollary was inspired by Koenig et al. [6].

Corollary 1. At all times t it holds that

σt(G) � t.

In the σ update rule in line 2 of the definition of VAW we explicitly enforce that
as result of a step σ -value does not decrease. This will be important later when we
investigate VAW in networks with failures, but now, when the graph is stable, it can be
shown about VAW rule that the labels assigned by the agent never decrease even if the
σ update rule is changed to

σ (u) := σ (v) + 1.

Indeed, assuming the new σ update rule, consider the first time t when the σ -value
decreases. Let us call the vertex where the decrease occurs u, and denote the time of
the previous visit at u with tp. Since σt(u) < σtp(u), by the definition of VAW rule
of motion, at time t − 1 the σ -value of some neighbor v of u is less than the σ -value
of any neighbor of u had at time tp. Hence, σt−1(v) < σtp−1(v) in contradiction to
our assumption that the first decrease of σ occurred in vertex u at time t . Thus, in our
current case of static graph with initialization of all σ ’s to zero, VAW rule of motion can
be modified as follows:

Initialization: for all v ∈ V set σ (v) = 0

Rule Vertex-Ant-Walk 1
(1) v := u’s neighbor with minimal value of σ (.)

(in case of a tie make an arbitrary decision);
(2) σ (u) := σ (v) + 1;
(3) u := v

(4) Go to line (1)
end Vertex-Ant-Walk 1.

This property will be useful in proving the following “one way smoothness”
lemma 2 for the VAW rule (and VAW 1 as well):
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Lemma 2 (One way smoothness). At all times t for any edge u → v it holds that

σt(u) − σt(v) � 1.

Proof. The proof is by induction on time t .
For t = 0 the assertion of the lemma is obviously true.
Assume that the lemma holds for t = i − 1 and prove it for t = i when step i was

from vertex u to vertex v. Since only vertex u could change its σ -value after this step, it
is enough to show that the assertion of the lemma remains true for all edges emanating
from vertex u and for all edges incident on u.

First, consider an edge v′ → u incident on u. By the inductive assumption it holds
that

σt−1
(
v′) − σt−1(u) � 1.

Since after step t , the label σ (u) cannot decrease and σ (v′) does not change, for edge
v′ → u assertion of the lemma remains true.

Now let u → v′ be an edge emanating from u. By the definition of the algorithm
it holds that σt−1(v) � σt−1(v

′). Hence,

σt(u) − σt

(
v′) = (

1 + σt−1(v)
) − σt−1

(
v′) � 1. �

Definition 3. The diameter of a strongly connected graph G(V,E), denoted by
Diam(G) is defined as

Diam(G) = max
v∈V, u∈V

Dist(v, u)

where Dist(v, u) is length of the shortest directed path from u to v.

Note that unless the graph G(V,E) is strongly connected, the diameter will be
infinite.

Next we shall show that lemma 2 implies that the labels assigned by the VAW agent
are admissible:

Lemma 3 (Admissibility). The labeling assigned by the VAW agent is admissible.

Proof. Let us consider the shortest path

u = u0, u1, . . . , ul = v

from some vertex u to some unvisited vertex v. By lemma 2 and since σ (v) = 0 it holds
that

σ (u) � σ (u1) + 1 � σ (u2) + 2 � · · · � σ (ul) + l = σ (v) + l = l

and the lemma follows. �
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Another consequence of lemma 2 is the following:

Lemma 4 (Limit of variation). At any time t , for any two vertices u and v, it holds that
|σt(u) − σt(v)| � Diam(G).

Proof. Without loss of generality suppose σt(u) � σt(v) and let v′ be a vertex of G

with the smallest σ -value at time t . By lemma 2,
∣∣σt(u) − σt(v)

∣∣ � σt(u) − σt

(
v′) � Dist

(
u, v′) � Diam(G). �

Applying corollary 1 together with lemma 2, we can obtain a lower bound on the
σ -value of each vertex at any time:

Theorem 1. After T0 +m|V | steps, where T0 = |V |Diam(G) and m � 0, for any v ∈ G

it holds that σ (v) � m + 1.

Proof. By corollary 1, at time T = V (m + Diam(G)) the total label level of the graph
is at least V (m + Diam(G)). Hence, at time T either all vertices have σ -value equal
to Diam(G) + m and clearly have σ -value at least Diam(G) + m or some vertex v has
σT (v) � m + Diam(G) + 1. In the latter case by lemma 4 there are no vertices in the
graph with σ -value less than m + 1. �

As a consequence of theorem 1 we get a bound on cover time of the algorithm:

Corollary 2. After at most |V |Diam(G) steps all vertices of graph G are visited at least
once.

It is possible to provide a simple modification to the VAW agent so that it halts
when all of the vertices were covered. Suppose the agent maintains two counters: N1

and N2. N1 is the total number of visited vertices – when a new vertex is visited, N1 is
increased. The second counter, N2, is the number of vertices with σ -value 2 or more –
N2 is increased when the agent increases some σ (.) from a value below 2 to value of 2
or above. When N1 becomes equal to N2, the agent halts.

Theorem 2. A VAW agent with the halting condition specified above working in graph
G(V,E) stops in |V |Diam(G) + |V | time covering all vertices of the graph.

Proof. Since a vertex having σ -index 2 or more could not be unvisited, all vertices
counted in N1 are counted in N2. Thus, the inequality N1 � N2 always holds. Let us
consider a moment when N1 becomes equal to N2 – the moment when all visited vertices
have σ -value of 2 or more. Assume that at this moment some vertex remains unvisited.
Let V ′ be the set of all unvisited vertices. Since graph G is strongly connected, there
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Figure 1. The agent is initially in vertex S. For any algorithm it takes at least d2/2 steps in order to visit all
vertices of the graph.

exists an edge u → v connecting some visited vertex u to an unvisited vertex v ∈ V ′.
Since σ (v) = 0 and σ (u) > 0, by lemma 2 it holds that

0 < σ(u) � σ (v) + 1 = 1.

This means that σ (u) = 1 in contradiction to our assumptions that N1 = N2 and, as a
result, all visited vertices have σ -value of at least 2.

If there is a vertex v in the graph with σ (v) � Diam(G) + 2, then it follows
from lemma 4 that all σ -values are greater than 1. Applying corollary 1, at time T =
|V |(Diam(G) + 1) either all vertices of the graph have σ -value Diam(G) + 1 or there
must be some vertex u with σ (u) � Diam(G) + 2. We conclude that at time T =
|V |(Diam(G) + 1) our halting condition must be satisfied. �

VAW is essentially an optimal algorithm in terms of cover time for a strongly con-
nected graph. Consider a graph given in figure 1. For any algorithm it takes at least i+1
steps between a visit to some vertex Bj and a visit to the vertex Bi . Since all vertices Bi

must be visited, the cover time of the graph by any algorithm is limited from below by
d2/2 which is �(|V |Diam(G)).

2.2. VAW in undirected graphs

The following property of the VAW algorithm running in an undirected graph that
has been proved by Wagner et al. [11] allows us to reduce the memory requirement of
the algorithm to O(1) space for a node, independently of its degree.

Lemma 5 (Two way smoothness). At all times t for any edge u − v it holds that

∣∣σt(u) − σt(v)
∣∣ � 1.
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Proof. Consider a directed analog of our undirected graph G(V,E) – each edge is
replaced by two edges, one in each direction. Applying lemma 5 for edges u → v and
v → u we obtain

∣∣σt(u)−σt(v)
∣∣ � 1. �

In order to reduce memory usage of the algorithm we will use lemma 5.
The memory efficient VAW is defined in the box below. Recall that by u we always

denote the current location of the agent.

Initialization: for all v ∈ V set σ3(v) = 0

Rule Vertex-Ant-Walk 2
(1) Define order ≺ on residues modulo 3 as σ3(u) − 1 ≺ σ3(u) ≺ σ3(u) + 1 (mod 3);
(2) v := u’s neighbor with minimal value of σ3(.) in order ≺

(in case of a tie make an arbitrary decision);
(3) σ3(u) := σ3(v) + 1 (mod 3);
(4) go to v

(5) Set u := v and go to line (1)
end Vertex-Ant-Walk 2.

In line (1) we mean that if, for example, σ3(u) = 2, then order ≺ is defined as

1 ≺ 2 ≺ 0.

Note that all σ3-values are computed modulo 3. This means that the algorithm VAW 2
defined above uses O(1) bits per node for storing the labels.

As one can see, the only difference between VAW and VAW 2 is that in VAW 2
the decision on what vertex to follow is based not on the σ -values themselves but on
σ -values taken modulo 3. In the sequel we prove that the modified rule of motion is
equivalent to the original one.

Consider two agents – VAW and VAW 2 – walking together in the graph. We want
to prove that a legal walk for the VAW agent is a legal work for the VAW 2 agent and
vice versa.

Indeed, it can be easily proved by induction that if until some time the two agents
walked together, for every vertex u it holds that

σ3(u) = σ (u) (mod 3).

Here σ3(u) stands for the label left at u by the VAW 2 agent and σ (u) – by the VAW
agent.

By lemma 5, for any neighbor v of u σ(u) can take only three different values:
σ (u) − 1, σ (u) or σ (u) + 1. Thus, the mapping

f : σ3 = σ (mod 3)
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is a one-to-one mapping from σ -values of u’s neighbors to residues modulo 3. Since, by
definition of the order ≺,

f
(
σ (u) − 1

) ≺ f
(
σ (u)

) ≺ f
(
σ (u) + 1

)
,

for any two neighbors v1 and v2 of vertex u it holds that

σ (v1) < σ(v2) ⇐⇒ f
(
σ ′(v1)

) ≺ f
(
σ ′(v2)

)

for the mapping f defined above. Hence, we have shown that algorithms VAW and
VAW 2 are equivalent in case of undirected graphs.

Another consequence of lemma 5 is that as time t goes to infinity, every vertex
of undirected graph G(V,E) is visited on average at least once every 2|V | iterations.
Formally, we have:

Theorem 3. Each vertex of a connected undirected graph G is visited by a VAW agent
running |V |Diam(G) + m|V | steps at least m/2 times.

Proof. By theorem 1 at time T = |V |Diam(G) + m|V | for any vertex v it holds that
σ (v) � m + 1. Since, by lemma 5, a change in σ (v) as result of a single visit in a node
is at most 2, each vertex was visited at least (m + 1)/2 times till time t . �

3. VAW in dynamic graphs

3.1. VAW in directed graphs with an unknown backbone

In this section we will investigate the VAW algorithm in case of dynamic graphs.
Let us consider a directed strongly-connected graph G(V,E) that has a stable strongly-
connected spanning component, the backbone denoted by G′(V ,E′). The rest of edges
of G can fail at any moment. The agent does not know which edges are in the backbone
and which are not.

We will prove that despite the fact that the graph is now dynamic, VAW eventually
visits all vertices. However, unlike the static case, the bound on cover time is now
|V |Diam(G′).

Theorem 4. After at most |V |Diam(G′) steps the VAW agent visits all vertices of
graph G at least once.

For the proof of theorem 4 we will need analogs to the Accumulation lemma
(lemma 1) and to the Admissibility lemma (lemma 3). It can be seen that lemma 1
remains unchanged: it can be seen from its proof that even in case of a step through an
edge not leading to the vertex with the least σ -value among u’s neighbors, the potential
grows by at least 1. Since lemma 2 does not hold in the Backbone Model, we prove its
equivalent for the backbone model directly:



108 V. Yanovski, I.A. Wagner, A.M. Bruckstein / Vertex-Ant-Walk

Lemma 6 (Backbone smoothness). At all times t for any failure-free edge u → v it
holds that σ (u) − σ (v) � 1.

Proof. The proof is similar to the proof of lemma 2 and is done by induction on time t .
For t = 0 the lemma clearly holds.
Assume that the statement of the lemma holds for t = i − 1 and prove it for t = i

when step i was from vertex u to vertex v. The only vertex that could change its σ -value
after this step is vertex u. Hence, it is enough to show that the assertion of the lemma
remains true for all backbone edges emanating from vertex u and for all edges incident
on u.

Let us consider any backbone edge v′ → u incident on u. By the inductive as-
sumption, it holds that

σt−1
(
v′) − σt−1(u) � 1.

Since, by definition of the VAW rule of motion, as result of step t label σ (u) cannot
decrease and σ (v′) does not change, for edge v′ → u the assertion of the lemma remains
true.

Now let u → v′ be a backbone edge emanating from vertex u. Since both v′ and v

were visible from u at time t = i, by the definition of the algorithm it must hold that
σt−1(v) � σt−1(v

′). Hence,

σt(u)−σt

(
v′) �

(
1+σt−1(v)

)−σt−1
(
v′) � 1. �

Corollary 3. Assume a VAW agent running in an undirected graph G(V,E) with con-
nected spanning component G′ = (V ,E′). Then at any time t for any edge u − v in the
spanning component it holds that |σ (u) − σ (v)| � 1.

The following lemma is an extension of lemma 3 to directed graphs with a stable
backbone:

Lemma 7 (Admissibility on the backbone). At all times t the labeling assigned by
the VAW agent running in a strongly connected graph G(V,E) is admissible in the
backbone graph G′ = (V ,E′).

Proof. Initial labeling with zeros is clearly admissible.
Consider a step t + 1 of the agent along edge u → v and assume that before the

move the labels were admissible in graph G.
The only vertex where admissibility can possibly be violated as result of the move

is vertex u – σ -values of the rest of the vertices did not change and no unvisited vertex
can become closer to any other vertex as result of the step.

Let us show that σt+1(u) is admissible in sub-graph G′. Any path from u to any
unvisited vertex must pass through some vertex v′ such that there exists an edge u → v′
emanating from u. By the inductive assumption the shortest path from any neighbor v′
of vertex u to the nearest unvisited node is not shorter than σt(v

′). Thus, the length of
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the shortest path in the backbone from u to any unvisited vertex is bounded from below
by

min
(
1 + σt

(
v′)) = 1 + min

(
σt

(
v′)) = 1 + σt(v) = σt+1(u),

where the minimum is taken over all vertices v′ – neighbors of u. This completes the
proof of the lemma. �

Using lemma 7 together with the accumulation lemma 1 in a way similar to the
proof of theorem 2 yields theorem 4.

3.2. VAW as a self-stabilizing algorithm

In our investigation of VAW so far we have assumed that nodes of the graph are
well behaved – the σ -labels are initialized with zeroes and they never became erased or
corrupted in any other way. Let us now consider what happens if this is not true.

Suppose a VAW agent runs in a strongly connected directed graph G(V,E) and
the initial σ -values are not necessary zeroes; we want to extend the result of section 2.
The two main properties of VAW are one-way smoothness (lemma 2) and accumulation
(lemma 1). As we have seen the latter remains valid independently on the initialization
or even the rule of motion – any step of the agent increases the potential function 1 by
one. Let us now turn to show that for any initialization of the σ ’s lemma 2 will become
valid after some time T . Denote with σmin and σmax the minimal and the maximal initial
σ -values, respectively.

Theorem 5. At time T = (σmax − σmin + Diam(G))|V | any vertex was visited at least
once and for every edge e = u → v it holds that

σ (u) − σ (v) � 1. (2)

Proof. By the definition of the algorithm, if before a step of the agent inequality 2 is
violated, σt(u) cannot increase as result of the step. On the other hand, it is easy to see
that if the inequality holds for some edge at time t , it cannot become violated at time
t + 1. Thus, it is enough to show that until time T = (σmax − σmin + Diam(G))|V |
every vertex has changed its σ -value. At time t = 0 for the potential P0(G) it holds that
P0(G) � (|V | − 1)σmin. Hence, by lemma 1, we have

PT (G) � P0(G) + T >
(|V | − 1

)(
σmax + Diam(G)

)
.

Since the potential is a sum of V − 1 values, at time T for some vertex u it holds that
σT (u) > σmax +Diam(G). Following the considerations above, for every edge e = u →
v it holds that σT (u) − σT (v) � 1 and, consequently, σT (v) > σmax + Diam(G) − 1.
Continuing by induction, we have that for any vertex v at distance d � Diam(G) from u,
it holds that

σT (v) > σmax + Diam(G) − d > σmax.
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Thus, by time T every vertex of graph G has changed its σ -value completing the proof
of the theorem. �

In case of undirected VAW theorem 5 says that if the labels of some vertices are
distorted so that Lipshitz condition provided by lemma 5 does not hold, it will be even-
tually restored; for instance if a node or an edge is added to a graph, it will be smoothly
incorporated to the σ -map of the graph and then revisited repeatedly without even ex-
plicitly telling the agent about the addition.

4. Multi-agent vertex ant walk

In this section we will study a case of many VAW agents running simultaneously.
We assume that the agents have shifted, but otherwise identical, clocks, so that when
some agent makes a step, its neighbors are not being changed by some other agents. In
other words, at any time only one agent can make a step.

Since all the facts regarding smoothness of the labeling produced by VAW were
proven assuming only that before the step the labeling was smooth, all this smoothness
results can be applied to the multi-agent case as well.

Let us now consider the potential function 1 for any agent

Pt(G, i) =
∑

v∈V, v �=vt (i)

σt (v).

Here vt (i) denotes a vertex where agent i is located at time t . By the definition of the
algorithm, a VAW agent can never reduce σ -value of any node. Thus, as for a case of
a single agent, Pt+1(G, i) � Pt(G, i) + 1. The equality will hold if between step t and
step t + 1 of the agent i no other agent changes σ (u) for u �= vt (i). As result, theorem 1
proven for one agent holds for the multi-agent as well. One way to see why adding more
agents can be beneficial, is to consider another potential function:

Pt(G) = 1

k

k∑

i=1

Pt(G, i),

where k is the total number of agents. Since Pt+1(G, i) � Pt(G, i) + 1, we have that

Pt+1(G) � Pt(G) + 1

and the equality can hold only if either all agents are in one vertex or there is no increase
in σ of any node.

Providing a non-trivial bound on speed-up of the cover time from adding more
agents remains an open problem. What is clear is that the speed-up depends on the
topology of graph and sometimes there is no speed-up at all. For instance, for a “cater-
pillar” shown in figure 2. If all agents are placed in one of its ends, the cover time will
be the same independently of the number of agents – they all will travel together. On
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Figure 2. All the agents initially are in vertex S. Next agent exits from S when previous agent arrived to
vertex T . When all k agents are in T , the edge emanating from S was exited kd times, while the edge

emanating from T was never traversed.

the other hand, experiments show that in dense graphs with the number of vertices large
relatively to the number of agents the speed up is almost linear.

5. Results of simulations

In figure 3 we can see the time it takes for VAW to cover a graph for the first time.
The cover time by the multiagent random walk provided for comparison. It can also
be seen that in most cases the VAW cover time is much smaller than |V |diam(G), the
theoretical upper bound, since |V | = 50 and diam(G) > 2 in all cases.

Figure 3. Cover time of random graphs with 50 vertices and 300 edges by multiagent Vertex-Ant-Walk and
multiagent Random Walk. The random walk results are averaged over 100 experiments.
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6. Some open questions

Consider a model of a faulty graph where, at any time, an edge fails with some
probability p. When in a node, a VAW agent should choose which neighbor to follow
and change the label based only on the neighbors attainable via the available edges.
Providing some non-trivial upper bound on expectation of the cover time in this model,
in addition to the results on backbone model and the self-stabilization theorem 5, would
further imply robustness of VAW.

Other questions that we have left unanswered are: How adding new agents helps
speeding up the covering of the graph for the first time, how does the speed-up depend
on the topology of the graph, and how efficient is the VAW algorithm when used for
repetitive graph traversals.
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